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Abstract
Long-horizon robotic manipulation requires rea-
soning to remain consistent with execution, yet
continuous latent plans often lack observable
stage semantics. We propose a vision-language-
action framework that aligns latent segments
with demonstration-derived object relations and
subgoal completion, verifies them against obser-
vations, and repairs affected reasoning after ex-
ecution deviations; the model retains a verified
prefix whose prerequisites remain valid and re-
generates the affected suffix from current obser-
vations and task history. All model calls, includ-
ing verification and repair, contribute to the task-
level inference budget. The method achieves
measured mean success rates of 98.0% overall
and 96.8% on LIBERO-Long, and 58.0%/23.0%
under clean/randomized conditions across 50
RoboTwin 2.0 tasks. On LIBERO-RECOVER,
enabling repair improves the recovery macro-
average from 22.8% to 26.0%; compared with
full replanning, local repair reduces cumula-
tive inference time from 18.6 to 14.9 seconds
per episode, a 19.9% reduction, with recovery
macro-averages of 26.0% and 26.4%, respec-
tively. These measurements support a trade-
off between recovery and computation under the
evaluated settings.

1. Introduction
Long-horizon robotic manipulation requires more than pro-
ducing a plausible sequence of actions. Opening a drawer,
retrieving an object, and placing it in a container involves
subgoals whose outcomes become prerequisites for later
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decisions. A missed grasp or displaced object can break
these dependencies even when the task instruction remains
unchanged. If subsequent actions continue to rely on
the expected outcome, a local execution error can propa-
gate through the remaining task. Maintaining consistency
between intermediate reasoning and observed progress is
therefore central to reliable continuation.

This consistency problem has both a representational and a
computational aspect. A robot needs to distinguish an in-
tended state transition from one supported by execution ev-
idence. It also needs to determine how much of its reason-
ing to revisit after the two diverge. Reusing an entire plan
can preserve invalid assumptions, whereas rebuilding all
remaining representations after each deviation can discard
useful intermediate computation. The useful unit of reuse
is therefore task progress whose consequences remain valid
for the operations that follow. Physical actions may change
the scene even when the language goal stays fixed, making
this distinction necessary throughout an episode.

Vision-language-action (VLA) models can use intermedi-
ate representations to connect task understanding with con-
trol. Continuous latent reasoning provides a compact way
to organize such information without generating a full tex-
tual plan at every decision. Recent approaches develop la-
tent planning, physical-state supervision, multimodal align-
ment, and adaptive reasoning depth (Huang et al., 2026; Liu
et al., 2026b; Zhong et al., 2026; Lei & Shan, 2026). How-
ever, a representation that predicts a plausible future state is
not itself evidence that the corresponding subgoal has been
achieved. For closed-loop execution, the model also needs
an observable interpretation of its intermediate stages and
a rule for updating the reasoning affected by a deviation.

Execution monitors and task-graph systems address com-
plementary aspects of this problem by diagnosing failures,
preparing recovery branches, and revising plans (Ying et al.,
2026; Xu et al., 2026; Gu et al., 2026). Progress reuse and
local recovery are thus established ideas. We focus on a spe-
cific connection inside a VLA model: using observation-
based stage verification to decide which continuous latent
segments remain usable and which must be regenerated.
This requires representation learning, progress checking,
and repair-scope selection to operate on a common stage

1



VLCoT: Stage-Verifiable Latent Reasoning with Local Repair

semantics.

Object relations and subgoal events provide such seman-
tics in the demonstration data. Relations such as an object
being held or entering a target container describe changes
that can be checked against observations. The correspond-
ing completion signals connect those changes to the instruc-
tion. Aligning a latent segment with these events makes its
expected outcome explicit without requiring the full rea-
soning process to be rendered as text. Verification can then
compare what the representation anticipates with what exe-
cution supports, rather than interpreting the plausibility of
a predicted state as evidence of success.

We propose a framework that aligns latent segments with
demonstration-derived object relations and subgoal com-
pletion. A latent-state decoder predicts each stage’s ex-
pected outcome, while an observation-based estimator sup-
plies evidence about execution. Supported completion ad-
vances the plan; reliable, persistent deviations trigger regen-
eration from the earliest affected stage. The model retains
a verified prefix only while its still-required conditions re-
main valid. For example, a failed grasp need not undo an
already opened drawer, whereas a changed prerequisite can
require repair from an earlier stage. The new suffix is condi-
tioned on the current scene and valid task history, allowing
subsequent actions to reflect what actually happened.

The roles of alignment and feedback are discussed further
in Appendix E.

Evaluation must examine this feedback loop beyond suc-
cess from ordinary initial states. We use LIBERO
for language-conditioned manipulation, RoboTwin 2.0
for clean and randomized dual-arm tasks, and LIBERO-
RECOVER for continuation from failure states. Controlled
ablations separate additional state supervision, alignment
of the latent chain, and the use of verification for repair. A
complementary comparison varies the reconstruction scope
while accounting for the model calls needed to monitor ex-
ecution and generate updated actions. This connects the
proposed mechanism to both its recovery benefits and its
computational cost.

Our contributions are threefold: a stage-supervised latent
representation with an observation-based verification inter-
face; a feedback-driven suffix update that connects veri-
fied progress to the scope of latent regeneration; and an
evaluation of this design’s task performance, recovery, and
computation. All model calls, including verification and
repair, enter a task-level budget. On LIBERO, the method
reaches 98.0% average success and 96.8% on Long tasks.
Controlled repair comparisons show a 19.9% reduction in
complete-episode inference time relative to full replanning,
with recovery macro-averages of 26.0% and 26.4%, respec-
tively. These results motivate examining recovery and cost

jointly rather than treating either as a sufficient measure of
the framework.

2. Related Work
Reasoning representations for manipulation. Structured
intermediate representations connect high-level intent to
executable behavior. Embodied-R1 uses spatial pointing
as an embodiment-agnostic interface, Action-Sketcher ex-
presses spatial intentions through editable visual sketches,
and TCoT combines global and local trajectory reasoning
with failure recovery (Yuan et al., 2026; Tan et al., 2026; Li
et al., 2026). These methods show that intermediate reason-
ing can support both action selection and execution adjust-
ment. Our representation is a sequence of continuous latent
segments. Object relations and subgoal signals give these
segments observable stage meanings, so the same represen-
tation can condition actions and identify where expected
progress disagrees with execution.

This distinction concerns the interface between represen-
tation and feedback: a spatial intention specifies what the
robot should do, while a stage outcome also supplies a con-
dition against which the result can be checked. The two
roles can coexist within a manipulation system.

Latent planning and adaptive computation. Fast-
ThinkAct distills language and visual planning into com-
pact latent representations, while LaRA-VLA transitions
from explicit text-visual supervision to latent reasoning for
action generation (Huang et al., 2026; Bai et al., 2026).
LaST0 introduces physical information through spatiotem-
poral latent modeling, and DualCoT-VLA combines visual
and linguistic supervision through parallel reasoning (Liu
et al., 2026b; Zhong et al., 2026). Adaptive early exit
changes reasoning depth according to the needs of an in-
dividual decision (Lei & Shan, 2026). These approaches
motivate efficient intermediate computation, but prediction,
alignment, and confidence serve different purposes from
checking whether a stage has actually completed. Our
focus is the reuse and revision of stage-aligned segments
across execution steps, with verification overhead included
in the comparison of repair strategies.

In this setting, computation depends on both how much rea-
soning is generated at a decision and how much remains
usable afterward. Stage verification addresses the latter by
connecting retained latent context to observed progress and
the prerequisites of subsequent operations.

Execution verification and recovery. RoboFailRing
grounds failure diagnosis in retrieved information,
AgentChord prepares recovery branches within a task
graph, and HarnessWAM maintains task and scene context
for execution verification and plan revision (Ying et al.,
2026; Xu et al., 2026; Gu et al., 2026). They establish
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the importance of using execution evidence to preserve
progress and adjust subsequent behavior. We study how
such evidence selects a continuous latent suffix inside the
VLA for reconstruction. LIBERO-RECOVER comple-
ments ordinary task-success evaluation with failure-state
continuation at several recovery levels (Liu et al., 2026a).
Our controlled experiments isolate stage supervision,
semantic alignment, and repair scope; the published com-
parisons provide context rather than a controlled ranking
against every monitoring or task-graph system.

3. Method
3.1. Problem Formulation and Overview

Given a language instruction g, the robot receives observa-
tion ot = (It, qt), where It contains images and qt is pro-
prioception. A history summary Mt records verified stages,
relevant object states, and execution outcomes. The model
encodes this context and generates a plan comprising K
stages. Each Zi ∈ Rm×d contains m continuous vectors
with the backbone hidden dimension d. The action policy
conditions on the active stage k and the remaining latent
segments:

ht = E(g, ot,Mt),

Zi = Fθ(ht, Z<i), i = 1, . . . ,K,

at:t+H−1 ∼ πϕ(· | ot, g,Mt, Zk:K).

(1)

Execution alternates between short action chunks and re-
newed observation. The robot executes the first h steps of
a predicted H-step chunk before checking progress again.
Supported stage completion advances k; persistent devia-
tion can update the remaining plan. Simulator states are
used only for offline labels and independent evaluation; de-
ployment uses images, language, and proprioception.

The stage index i and environment time t therefore serve
different roles: a stage can require several action chunks,
and its latent-vector count does not specify its execution du-
ration. Training stage counts follow demonstration events,
with masks for variable lengths. At inference, the model
predicts subsequent stages and their termination position
within the planning window. Reaching that position can
prompt a rolling extension; it does not itself certify that the
physical task is complete.

3.2. Stage Alignment and Training

Semantic stage targets. Demonstration boundaries fol-
low stable, task-relevant events, including grasp establish-
ment, placement, spatial containment, and container open-
ing. At boundary τi, the target combines object relations
with subgoal-completion signals:

Algorithm 1 Stage verification and latent-suffix repair
(module interfaces)
Require: Instruction g, observed history Mt, budget B; trained

modules and stage-condition checks
1: Generate Z1:K and set k = 1; enforce the remaining budget

before every model call.
2: while the task is unfinished and the budget permits the next

call do
3: Observe ot; estimate s̃t; check candidate completion or

persistent deviation.
4: if required evidence is insufficient then
5: Keep the stage unconfirmed; do not advance or certify

the prefix from missing evidence.
6: else if completion is supported by consecutive valid obser-

vations then
7: Update verified history and advance k; extend the plan-

ning window when needed.
8: else if reliable persistent evidence confirms a repair trigger

then
9: Check still-required conditions of earlier stages and

form At.
10: Set j = min({k} ∪ At); retain the prefix verified as

unaffected.
11: Regenerate Z′

j:K′ from g, ot,Mt, Z<j and set k = j.
12: end if
13: If actions remain and budget permits, decode a chunk, exe-

cute h steps, and update costs.
14: end while

s∗i =
(
r∗τi , c

∗
τi

)
. (2)

Relations describe physical changes; completion signals in-
dicate whether those changes satisfy the instruction. For
example, being inside a container is a relation, while being
inside the instructed target container contributes to the rel-
evant subgoal. This separates the meaning of a stage from
its duration and ties its endpoint to the task. Masks mi,d ex-
clude state components whose labels cannot be established
reliably, rather than treating uncertainty as a negative exam-
ple.

Predicted and observed states. A decoder maps each la-
tent segment to its expected endpoint. A separate observa-
tion estimator predicts the current state from recent images
and proprioception over window w:

ŝi = Dψ(Zi), s̃t = Vη(ot−w:t, g). (3)

Its training examples cover observations before and after
subgoal completion. Thus the expected outcome is a target
to be checked, while the verification evidence comes from
execution observations. Shared visual features do not make
the latent prediction itself evidence of completion. The tem-
poral window supplies evidence about transitions such as
grasp establishment and object release, whose interpreta-
tion can depend on more than a single image.
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Observation-grounded verification and dependency-aware local repair

Ctotal ≤B

01  OFFLINE ALIGNMENT

Demonstrations Stage targets
relations / subgoals Latent alignment Observation estimation

02  ONLINE EXECUTION

Task context
g, ot, Mt

ht = E(g, ot,Mt)

Latent stage chain
Z1 Z2 ⋯ ZK

Z1 :K   /   active stage k

Action chunk
Action policy

H-step prediction

Environment
Execute h steps
New observation

Observation verification

̂sk  vs  ̃st
Consecutive reliable evidence

03  VERIFICATION

Supported completion

Advance k→ k+ 1
Update verified history

Insufficient evidence

Keep unconfirmed
Await further evidence

PERSISTENT DEVIATION

Dependency-aware local repair
Check required prerequisites
Find earliest affected stage j

Retain Z1 : j− 1 Regenerate Z 0j :K

Resume from the active stage with current observation and valid history

Latent stages Observation / verification Local repair Offline supervision

Figure 1. Overview of VLCoT. Demonstration-derived stage semantics supervise the latent chain and an observation estimator. During
execution, short action chunks are followed by observation-based verification. Supported completion advances the active stage, insuf-
ficient evidence leaves it unconfirmed, and persistent deviation invokes dependency-aware local repair: the valid prefix is retained and
only the affected suffix is regenerated under the current observation and verified history. All model calls are charged to the task-level
budget, Ctotal ≤ B.

Stage supervision compares decoded endpoints with the
masked demonstration targets:

Lstage =

K∑
i=1

∑
dmi,dℓs(ŝi,d, s

∗
i,d)∑

dmi,d + ϵ
. (4)

This objective constrains the latent segments used for ac-
tion generation, rather than only training an auxiliary de-
coder. It is combined with action imitation and observation-
state estimation:

L = Lact + λstageLstage + λobsLobs. (5)

Continuous actions use L1 loss; discrete predicates use
masked binary cross-entropy. Stage supervision constrains
the latent representation, action imitation makes it useful
for control, and observation supervision trains the evidence
source used at execution. Variable stage counts are handled
with masks. Here, “verifiable” means that stage expecta-
tions have observable state counterparts; it does not imply
a formal correctness guarantee for the latent computation.

Each loss is normalized over its valid training targets before
weighting, so padded entries and unavailable predicates do
not contribute supervision. Stage targets train the decoder

and the latent representation that feeds it, whereas observa-
tion targets supervise state estimation from the actual trajec-
tory. The action objective retains the demonstrated control
sequence as its target. The same objectives are used to train
conditional suffix generation at sampled stage boundaries.

3.3. Observation-Based Stage Verification

Verification concentrates on candidate stage endings, per-
sistent stagnation, and violations of conditions needed by
later operations. For active stage k, it compares the pre-
dicted endpoint with the observed state:

et,k =

∑
d wt,k,d ℓver(ŝk,d, s̃t,d)∑

d wt,k,d + ϵ
. (6)

Weights combine task relevance and observation confi-
dence, emphasizing the objects and conditions involved
in the stage. A mismatch while the robot is normally ap-
proaching the endpoint is expected and does not alone trig-
ger repair. Completion instead requires reliable support for
the relevant conditions and subgoal across consecutive ob-
servations. Reliable, persistent contradictions can trigger
repair; insufficient evidence leaves the stage unconfirmed.
In particular, a small discrepancy with zero or negligible
observation weight is not a completion certificate. The reg-
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ularizer ϵ only stabilizes the calculation. These outcomes
keep missing evidence distinct from both successful com-
pletion and a confirmed execution failure.

The training mask and verification weights have comple-
mentary purposes. The former selects trustworthy target
components during learning; the latter determines which
current observations can support a stage decision. When a
required relation cannot be established from the available
views, later observations can provide additional evidence
without prematurely advancing the stage. Conversely, re-
peated evidence that a required state transition failed sup-
ports a repair trigger. This use of execution context pre-
vents an endpoint comparison from treating every interme-
diate motion as a failure.

3.4. Dependency-Aware Local Repair

Once a repair trigger is confirmed, the model identifies the
earliest stage whose outcome must be reconsidered. Let At

contain earlier stages whose established conditions are re-
liably contradicted and still required by the remaining task.
The start position and repaired latent plan are

jt = min
(
{k} ∪ At

)
,

Znew =
(
Z<jt , Fθ(g, ot,Mt, Z<jt)

)
.

(7)

If the deviation is confined to the current operation, recon-
struction begins at k. If an earlier prerequisite has become
invalid, the update expands to that stage. The retained pre-
fix is checked against conditions still needed by future ex-
ecution, not against every historical relation. For example,
releasing an object after placing it is normal progress and
does not invalidate the completed grasp. By contrast, loss
of a relation required for the next operation can require an
earlier repair start.

Dependencies are expressed through stage outcomes that
supply prerequisites for later operations. In the drawer ex-
ample, a failed grasp leaves the opening stage reusable if
the drawer remains accessible. If the opening condition
has been lost while retrieval still requires it, the affected
set reaches back to that prerequisite. Reconstruction then
includes subsequent segments whose expected states de-
pended on the invalid condition. This check gives local
repair a variable scope, from the active stage to an earlier
portion of the plan.

The prefix supplies valid task history, while the latest obser-
vation supplies the actual starting conditions for the regen-
erated suffix. Retaining a completed stage does not repeat
its physical actions. The suffix may change length to reflect
the remaining task and recovery needs. During training,
split positions are sampled at demonstration stage bound-
aries; the aligned prefix, boundary observation, instruc-

tion, and history condition reconstruction of the remaining
stages and actions. Additional recovery trajectories use the
same construction only in the separately reported data aug-
mentation. This trains conditional suffix generation with-
out treating every execution deviation as invalidation of the
entire plan.

3.5. Budgeted Closed-Loop Execution

Initial planning, ordinary rolling extensions, verification,
and triggered repair all consume inference resources. We
account for them through non-overlapping operations:

Ctotal = Cenc + Cinit + Croll

+ Cver + Cact +
∑
n

C
(n)
repair ≤ B. (8)

The terms denote shared visual encoding, initial planning,
rolling extensions, verification, action decoding, and trig-
gered regeneration. Shared encoding is charged once, and
downstream terms exclude that cost. Both successful and
failed episodes use the same accounting. Remaining budget
constrains subsequent model calls and repair length; plan-
ning can extend as execution advances. Algorithm 1 sum-
marizes the control flow and module interfaces. This ac-
counting enables the repair comparison to include the cost
of deciding when and where to update the latent plan.

Within the remaining budget, repair prioritizes the current
stage and its directly dependent operations; more distant
planning extends as execution proceeds. The reconstruc-
tion horizon is therefore distinct from the full task horizon.
A shorter regenerated sequence can reduce latent genera-
tion, but its total benefit also depends on verification and
action computation. We evaluate the complete loop rather
than using latent-vector count as a substitute for inference
time.

4. Experiments
4.1. Benchmarks and Data

We evaluate LIBERO-Spatial, Object, Goal, and Long
(LIBERO-10), with ten tasks per suite (Liu et al., 2023);
RoboTwin 2.0 under clean and randomized conditions
(Chen et al., 2025); and LIBERO-RECOVER at four
failure-recovery levels (Liu et al., 2026a). RoboTwin
results distinguish the 50-task benchmark from Fast-
ThinkAct’s ten-task subset. Recovery macro-averages use
Spatial, Object, Goal, and LIBERO-100, rather than substi-
tuting LIBERO-Long for the last recovery suite.

Stage labels are obtained by replaying demonstrations and
mapping stable object-relation and subgoal events to pred-
icates. Unreliable labels are masked. Splits use complete
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trajectories; recovery samples are grouped by failure sce-
nario and source trajectory. The default configuration uses
demonstrations and their stage annotations without addi-
tional recovery trajectories or dedicated initial-frame input.
Augmentations are tested independently.

4.2. Model and Controlled Comparisons

The base policy uses pretrained OpenVLA and follows
OpenVLA-OFT’s continuous action chunks and L1 objec-
tive (Kim et al., 2024; 2025). Each stage contains four la-
tent vectors. The recorded planning configuration allows
up to eight stages per window and extends longer tasks as
execution advances. Action chunks contain H = 8 steps,
of which h = 4 execute before observing again. Fine-
tuning is separate for each benchmark, with action normal-
ization from its training data only. Recorded optimization
settings are given in Appendix A.

Controlled ablations keep initialization, task splits, train-
ing trajectories, observation access, and execution intervals
consistent. Configurations requiring retraining use three in-
dependent seeds; evaluation uses paired initial states and
failure scenarios. Repair strategies reuse model weights,
the observation estimator, and trigger rules wherever possi-
ble. The base-policy row in Table 5 is our implementation
under these controls; published OpenVLA-OFT scores in
Table 1 are a separate reference.

4.3. Metrics and Reporting

Task success is the mean of per-task success rates, judged
by environment goals within the evaluation limits. Stage-
verification F1 uses an independent diagnostic observation
set and environment-derived labels. Recovery includes ev-
ery predetermined failure instance: undetected failures, un-
successful repairs, and budget exhaustion all count as fail-
ures.

For suite s and recovery level ℓ, let nsℓ and usℓ denote
tested and successful instances. With S = 4 suites, Table 4
and Tables 5–7 use, respectively,

Rℓ =
1

S

∑
s

usℓ
nsℓ

, Roverall =
1

S

∑
s

∑
ℓ usℓ∑
ℓ nsℓ

. (9)

These differ from pooling all suites into one instance-level
rate; averaging Rℓ generally does not recover Roverall. Ap-
pendix B gives the remaining definitions. Success and ver-
ification results for our configurations are reported as mea-
sured means; the training protocol uses three seeds. Stan-
dard deviations and confidence intervals are not supplied in
the tables, and we make no statistical-significance claims.
Timing reports mean complete-episode inference time, p95
decision latency, and mean regenerated vectors. The re-

ported efficiency comparison is at the evaluated setting,
without a multi-budget curve claim.

4.4. Experimental Results and Comparisons

Tables 1–4 retain published baselines under their original
settings and report our measured means. Differences in
data, inputs, and budgets limit causal interpretations of
cross-paper rankings. Our component effects are examined
in Section 4.5.

LIBERO. Figure 3 in Appendix D visualizes the suite-level
results in Table 1. Our overall and Long success rates are
98.0% and 96.8%, compared with LaRA-VLA’s published
97.9% and 96.6%, and OpenVLA-OFT’s 97.1% and 94.5%.
The 0.1-point overall difference from LaRA-VLA does not
establish a significant advantage. Our Object and Goal
scores, 98.8% and 98.4%, are below LaRA-VLA’s 99.8%
and 98.6%. These results describe strong aggregate com-
pletion without uniform superiority across suites.

RoboTwin 2.0. On 50 tasks, our Easy/Hard success
is 58.0%/23.0%, exceeding the highest listed published
values by 2.8/6.7 points. On the ten-task subset it is
68.0%/31.0%, or 2.3/4.6 points above Fast-ThinkAct. The
subsets have different task coverage. The large clean-to-
randomized drop remains a limitation; DP3’s point-cloud
input also differs from image-based policies, so rankings
do not isolate reasoning quality.

Failure recovery. Our L1–L4 macro-averages are 52.0%,
32.0%, 20.0%, and 9.0%. L4 exceeds the highest listed pub-
lished reference, 5.6%, by 3.4 points, while remaining low
in absolute terms. Recovery depends on action capability,
observation quality, and localization as well as verification;
detecting a discrepancy alone does not supply the actions
needed to recover.

Inference cost. Table 6 includes encoding, verification,
action decoding, and every planning or repair call. Local
repair takes 14.9 seconds per episode versus 18.6 for full
replanning, a 19.9% reduction, with recovery of 26.0% ver-
sus 26.4%. This is a measured trade-off under the evaluated
settings, rather than evidence of better recovery at every
budget. Published Fast-ThinkAct latency comparisons are
discussed separately in Appendix C.

4.5. Ablations and Analysis

Stage alignment and supervision. Auxiliary state su-
pervision uses the same state labels without constructing
a staged latent chain. The no-alignment variant retains
the chain, decoder, and observation estimator, but blocks
stage-state supervision gradients into latent representations
and their upstream encoder; the decoder remains trained.
The repair-disabled variant retains observation inputs and
closed-loop actions while prohibiting deviation-triggered
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Table 1. LIBERO task success (%). Published references and our measurements.

Method Source Spatial Object Goal Long Average

Diffusion Policy A 78.3 92.5 68.3 50.5 72.4
Octo A 78.9 85.7 84.6 51.1 75.1
DiT Policy A 84.2 96.3 85.4 63.8 82.4
OpenVLA A 84.7 88.4 79.2 53.7 76.5
π0-FAST A 96.4 96.8 88.6 60.2 85.5
π0 A 96.8 98.8 95.8 85.2 94.2
OpenVLA-OFT A 97.6 98.4 97.9 94.5 97.1
CoT-VLA B 87.5 91.6 87.6 69.0 83.9
ThinkAct B 88.3 91.4 87.1 70.9 84.4
MolmoAct B 87.0 95.4 87.6 77.2 86.8
Fast-ThinkAct B 92.0 97.2 90.2 79.4 89.7
LaRA-VLA C 96.4 99.8 98.6 96.6 97.9
Ours This work 98.0 98.8 98.4 96.8 98.0

A: Kim et al. (2025); B: Huang et al. (2026); C: Bai et al. (2026). Published averages retain their source definitions; our average equally
weights the four suites. Cross-paper settings differ.

Table 2. RoboTwin 2.0: 50 tasks (%).

Method Easy Hard

DP 28.0 0.6
ACT 29.7 1.7
RDT 34.5 13.7
π0 46.4 16.3
DP3 55.2 5.0
Ours 58.0 23.0

Published baselines: Chen et al. (2025). The protocol uses 50
clean demonstrations per task and 100 tests per condition.

Table 3. RoboTwin 2.0: 10-task subset (%).

Method Easy Hard

DP 43.1 0.6
ACT 45.5 3.5
π0 52.9 16.3
RDT 56.4 22.8
ThinkAct 62.4 24.7
Fast-ThinkAct 65.7 26.4
Ours 68.0 31.0

Published baselines: Huang et al. (2026). Task coverage differs
from Table 2; the two averages are not directly comparable.

Table 4. LIBERO-RECOVER: macro-average success at each re-
covery level (%).

Method L1 L2 L3 L4

π0 46.1 24.4 13.5 4.6
π0-FAST 40.0 22.9 16.1 3.7
GR00T-N1.5 30.7 25.3 15.2 1.5
OpenVLA-OFT 47.7 26.6 14.2 5.6
Wan2-Policy 17.8 16.2 12.5 3.9
Cosmos-Predict2-Policy 15.5 14.5 9.9 0.0
Ours 52.0 32.0 20.0 9.0

Published values: Liu et al. (2026a). Each level equally weights
Spatial, Object, Goal, and LIBERO-100. L1–L4: action retry,
action adaptation, object-state recovery, and environment-state
recovery.

latent reconstruction.

The complete method improves average success, Long suc-
cess, and recovery over the base policy by 1.2, 2.6, and
5.5 points. Auxiliary supervision alone gains 0.3, 0.6, and
0.8 points; the complete model remains 0.9, 2.0, and 4.7
points higher. Removing alignment reduces verification F1
from 92.4% to 81.6% and recovery from 26.0% to 22.1%.
Disabling repair reduces recovery to 22.8%. Its identical

92.4% F1 reflects shared verifier weights evaluated on the
same fixed diagnostic observations, separating static verifi-
cation accuracy from its use during execution.

Repair scope. Full replanning receives the same observa-
tion, instruction, and valid history and regenerates all latent
representations of the remaining plan; it does not repeat
already-completed physical actions. Current-stage-only re-
construction always begins at the active stage and cannot re-
visit earlier prerequisites. Dependency-aware repair checks
those prerequisites before choosing the suffix.

Figure 2 visualizes the measured recovery–cost trade-off.
Relative to full replanning, local repair lowers cumulative
time by 19.9%, p95 decision latency from 820 to 430
ms (47.6%), and regenerated vectors from 62.4 to 31.2
(50.0%), with recovery lower by 0.4 points. Current-stage-
only repair is 0.7 seconds faster than dependency-aware re-
pair but 1.4 points lower in recovery. Enabling complete re-
pair over disabling it increases recovery by 3.2 points at 3.1
additional seconds. These measurements support a trade-
off across repair scopes; they do not separate prefix-reuse
savings from all effects of episode termination.

Recovery data and observation history. Each augmenta-

7
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Table 5. Measured component ablations. Success, recovery, and
F1 are in %.

Configuration
LIBERO

Avg.
LIBERO

Long Recovery
Stage

F1

Base policy: no
latent reasoning

96.8 94.2 20.5 N/A

Auxiliary state
supervision only

97.1 94.8 21.3 N/A

Without latent stage
alignment

97.2 95.0 22.1 81.6

Execution-feedback
repair disabled

97.5 95.8 22.8 92.4

Complete method 98.0 96.8 26.0 92.4

All rows are measured means in this work. Recovery equally
weights suite-level rates, as in Table 7. N/A: no latent-stage
verification interface. The base policy is our controlled
implementation; Table 1 reports published OpenVLA-OFT
results.

Table 6. Measured repair strategies: recovery and complete-
episode inference cost.

Repair strategy
Recovery

(%)
Time
(s/ep.)

p95
(ms)

Vectors
(/ep.)

Repair disabled 22.8 11.8 180 0
Full replanning 26.4 18.6 820 62.4
Current-stage-only
suffix
reconstruction

24.6 14.2 360 23.6

Dependency-aware
local repair

26.0 14.9 430 31.2

Same recovery instances, step limits, and task-level budget. In
the header, ep. denotes episode. Time includes all model calls
and both successful and failed episodes; shared encoding is
counted once. Regenerated vectors count triggered repairs only;
ordinary rolling extensions are excluded from that count. Means
are reported except for p95 latency.

tion in Table 7 is applied independently to the original con-
figuration. Adding recovery trajectories changes training
data; adding the initial frame keeps trajectories fixed and
changes available visual input. Its encoding contributes to
inference cost.

Recovery increases from 26.0% to 31.0% with recovery
data and to 28.0% with initial-frame input. These are sepa-
rate gains of 5.0 and 2.0 points and cannot be added to pre-
dict their joint effect. Equation 9 explains why the 26.0%
overall recovery rate need not equal the arithmetic mean of
Table 4’s four level scores.

5. Conclusion
We presented a VLA framework that connects stage-
supervised latent reasoning, observation-based verification,
and selective suffix repair. The method reaches 98.0% av-
erage LIBERO success, 96.8% on Long tasks, and a 26.0%
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)

11.8 s, 22.8%

Repair disabled
p95: 180 ms
0 vectors/episode

14.2 s, 24.6%

Current-stage-only
p95: 360 ms
23.6 vectors/episode

14.9 s, 26.0%

Dependency-aware
local repair
p95: 430 ms
31.2 vectors/episode

18.6 s, 26.4%

Full replanning
p95: 820 ms

62.4 vectors/episode

Measured Pareto frontier

Recovery and inference cost
LIBERO-RECOVER  /  Four measured repair strategies

Local vs. full:  19.9% lower time;  0.4 pp lower recovery

Figure 2. Recovery–cost trade-off for the four measured repair
strategies in Table 6. Lower complete-episode inference time and
higher recovery are preferred. All four strategies are nondomi-
nated among these measurements; dashed segments connect them,
without implying intermediate measurements or a cross-budget
performance curve. Labels also report p95 decision latency and
mean regenerated vectors per episode. Means lack uncertainty es-
timates.

Table 7. Recovery data and initial-frame input: suite macro-
average success (%).

Method Original
Recovery

data
Initial
frame

OpenVLA-OFT 20.8 25.4 26.8
GR00T-N1.5 17.8 21.2 18.9
Ours 26.0 31.0 28.0

Published baselines: Liu et al. (2026a). Each augmentation is
independently compared with the original configuration. Pool
recovery instances within each suite, then equally average the
four suites; averaging the level columns of Table 4 is a different
statistic.

recovery macro-average. Relative to full replanning, local
repair reduces complete-episode inference time by 19.9%,
with a 0.4-point recovery difference. Controlled ablations
support the roles of stage alignment and execution feedback
under the evaluated settings. These results suggest that
preserving valid progress can reduce repeated reasoning
while maintaining task continuation. The evidence remains
limited by weak environment-state recovery, simulation-
derived annotations, and evaluation at the reported bud-
get setting. Future work should examine real-robot trans-
fer, weaker stage supervision, and recovery-cost behavior
across budgets.
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Impact Statement
This work studies more efficient reasoning and recovery for
robotic manipulation. Improved recovery may support use-
ful automation, but incorrect state verification or repair de-
cisions can also lead to unsafe robot actions. The reported
evidence is limited to simulation and does not establish
safety or reliability for deployment around people. Real-
world use should include independent safety constraints,
human oversight, and validation under the intended oper-
ating conditions, with attention to privacy when collecting
visual observations.
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A. Training, Annotation, and Verification Details
The policy is fine-tuned separately on each benchmark. Single-arm and bimanual action dimensions follow their respective
interfaces; action-normalization statistics use only the corresponding training set. The recorded optimizer is AdamW with
initial learning rate 10−4, effective batch size 64, weight decay 0.01, and BF16 training (Loshchilov & Hutter, 2019).
LoRA adapters have rank 32; latent, state-decoding, observation-estimation, and action heads are trained (Hu et al., 2022).
The initial stage and observation loss weights are both 1, with checkpoint and weight selection performed on validation
data. These are the settings documented for model training; the efficiency comparison uses identical hardware, precision,
batch size, warm-up, and synchronization across strategies.

Stage boundaries follow stable changes in task-relevant predicates: support-to-grasp transitions, object release or place-
ment, spatial containment, and container opening or closing. Targets combine physical relations with whether those
relations satisfy the instruction’s subgoal. Uncertain annotations are masked rather than converted into negative labels.
Demonstration splits respect complete trajectories; recovery variants are grouped by failure scenario and source trajectory
to avoid near-duplicate variants crossing splits. Simulator access is restricted to offline annotation and independent scoring.

Each stage contains four latent vectors with the backbone hidden dimension. Masks handle varying training-stage counts.
Inference predicts subsequent stages and termination within a planning window, with a documented initial limit of eight
stages per window. Longer tasks extend their plan as the window is completed. The action head conditions on the current
observation, instruction, valid history, and subsequent latent segments.

Observation-based estimation uses recent images and proprioception. Candidate completion, persistent stagnation, and
violations of required conditions initiate checks. The recorded initial completion configuration requires three consecutive
valid confirmations; thresholds and observation settings are selected on validation data. Verification has three outcomes:
supported completion, reliable persistent contradiction, and insufficient evidence. A low weighted discrepancy is not
a sufficient completion condition if relevant predicates remain unobserved. The denominator regularizer in Equation 6
provides numerical stability only.

The dependency check concerns conditions still needed by the remaining task. If a placed object has legitimately been
released, the completed grasp need not be repeated. If a still-required relation from an earlier stage has been invalidated,
the update starts from that earlier stage. Equation 7 provides notation for this scope selection, while Algorithm 1 describes
the module interfaces.

Suffix-generation training samples split positions at demonstration stage boundaries. Inputs are the aligned prefix, the
corresponding observed state, instruction, and task history; supervision uses the remaining stages and actions. In the
recovery-data augmentation, actual recovery trajectories supply the suffix and action targets from failure states. The original
configuration in Tables 5–7 excludes these additional trajectories.

B. Metric Definitions and Accounting
For M tasks, let Ni be the number of test episodes and yin indicate that task i succeeds within its limits. Task success is

SR =
1

M

M∑
i=1

1

Ni

Ni∑
n=1

yin. (10)

The LIBERO average equally weights the Spatial, Object, Goal, and Long suite scores. Each suite has ten tasks.
RoboTwin’s 50-task and ten-task averages refer to their respective task sets and are not combined into a single ranking.
The original 50-task protocol uses 50 clean demonstrations per task and 100 tests under each clean/randomized condition.
The listed ten-task references retain the Fast-ThinkAct protocol.

Stage-completion verification uses environment-derived reference labels on fixed observations before and after completion.
True positives confirm completed stages, false positives incorrectly confirm unfinished stages, and false negatives miss
completed stages. The reported diagnostic is

F1verify =
2TP

2TP + FP + FN
. (11)
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For Nf predefined recovery instances and success indicators zn, the pooled instance-level recovery rate is

RSRpooled =
1

Nf

Nf∑
n=1

zn. (12)

This pooled definition must be distinguished from the suite macro-averages in Equation 9. In Table 4, each level equally
weights four suites. For the overall score in Tables 5–7, instances are first pooled within each suite, then the four suite
scores are averaged. If the level proportions vary across suites, equally averaging the four level columns produces a
different result. Thus 52.0%, 32.0%, 20.0%, and 9.0% in Table 4 need not average to the 26.0% overall score. Neither
aggregation discards undetected failures or budget-exhausted episodes.

Cumulative inference time sums all model operations in Equation 8 during each test episode. Environment dynamics are
distinguished from model computation. Visual encoding shared by action and verification is timed once. Latent-vector
regeneration counts only deviation-triggered reconstruction; ordinary rolling extensions are accounted for in time but
excluded from that auxiliary vector count. Mean episode time covers successful and failed episodes. Decision latency mea-
sures observation-to-executable-action delay; Table 6 reports its 95th percentile. Hardware, numerical precision, batching,
warm-up, and synchronization are matched across repair strategies.

These aggregate timings do not independently identify every source of savings. Full replanning achieves the highest
recovery score in Table 6; local repair regenerates fewer vectors but may also change the distribution of episode termination
times. The evidence supports the reported setting’s recovery-cost trade-off. A general success-versus-budget frontier or
equal-success comparison would require separate measurements and is not claimed here. Likewise, measured means
without uncertainty estimates do not establish the significance of small differences.

C. Published Context and Scope of the Evidence
The LIBERO reference rows retain the source grouping in Table 1: A is OpenVLA-OFT, B is Fast-ThinkAct, and C
is LaRA-VLA. Columns are reordered consistently as Spatial, Object, Goal, and Long; published averages remain as
reported. Cross-paper comparison can reflect different training data, observations, or budgets. It is therefore descriptive
context for the controlled comparisons in Tables 5 and 6.

Fast-ThinkAct reports inference latencies of 805, 5674, and 7513 ms for Fast-ThinkAct-3B, ThinkAct-3B, and ThinkAct-
7B, respectively (Huang et al., 2026). The corresponding reductions of approximately 85.8% and 89.3% describe those
original model comparisons. They are separate from our measured 19.9% complete-episode reduction between local repair
and full replanning, and use different timing settings.

Published ablations also illustrate why supervision should be controlled. Removing Fast-ThinkAct’s verbalization prefer-
ence loss changes LIBERO success from 89.7% to 88.6%; removing that loss and visual distillation yields 86.3% (Huang
et al., 2026). LaRA-VLA reports 55.2% versus 68.8% on SimplerEnv for its no-CoT configuration and joint latent text-
vision supervision (Bai et al., 2026). These values do not test our modules. Our auxiliary-state-only baseline and no-
alignment variant instead hold the stated training setup fixed while testing additional supervision and the stage-semantic
constraint.

The complete method’s gains over auxiliary supervision involve both a staged latent representation and execution-feedback
repair. The no-alignment comparison isolates the contribution of gradient-based stage-semantic alignment while keeping
the verification decoder trained. Disabling repair tests the use of verifier outputs for execution, with static diagnostic inputs
and verifier weights unchanged. These comparisons support the roles of the components, but do not establish superiority
over a separately implemented explicit task graph with otherwise identical supervision and feedback.

Full replanning can be useful when prerequisites fail broadly or historical verification is wrong. Current-stage-only recon-
struction can be cheaper when failures remain local, but cannot revisit earlier conditions. Observation errors under domain
randomization can create false triggers, and environment-state recovery requires action capabilities beyond discrepancy
detection. The low 9.0% L4 score and the 58.0%-to-23.0% clean/randomized gap delimit the current evidence. Evaluation
is in simulation; real-robot generalization is not established by these results.
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LIBERO task success
Published references and our measurements
Method Source Spatial Object Goal Long Average

Ours This work 98.0 98.8 98.4 96.8 98.0
LaRA-VLA C 96.4 99.8 98.6 96.6 97.9
OpenVLA-OFT A 97.6 98.4 97.9 94.5 97.1
π0 A 96.8 98.8 95.8 85.2 94.2
Fast-ThinkAct B 92.0 97.2 90.2 79.4 89.7
MolmoAct B 87.0 95.4 87.6 77.2 86.8
π0-FAST A 96.4 96.8 88.6 60.2 85.5
ThinkAct B 88.3 91.4 87.1 70.9 84.4
CoT-VLA B 87.5 91.6 87.6 69.0 83.9
DiT Policy A 84.2 96.3 85.4 63.8 82.4
OpenVLA A 84.7 88.4 79.2 53.7 76.5
Octo A 78.9 85.7 84.6 51.1 75.1
Diffusion Policy A 78.3 92.5 68.3 50.5 72.4

Success rate (%)
0 25 50 75 100

Figure 3. LIBERO task success (%). Rows are sorted by the reported Average; all cells share a 0–100% color scale. Source labels match
Table 1: A, OpenVLA-OFT; B, Fast-ThinkAct; C, LaRA-VLA; and This work, our measurements. Published averages are retained as
reported. Cross-paper settings differ, so the ranking is descriptive; small differences do not establish statistical significance.

D. Supplementary LIBERO Visualization

E. Additional Discussion of Alignment and Feedback
The two components have complementary roles in this loop. Stage alignment makes an expected result available for
checking, but cannot by itself change a plan after an unsuccessful action. Feedback-driven repair uses that check to revise
the representations conditioning future control, but depends on a meaningful correspondence between latent stages and
observations. Together they make the scope of recomputation responsive to execution. The potential saving comes from
retaining valid intermediate context; whether it outweighs monitoring and reconstruction costs is an empirical question,
addressed by the repair-strategy comparison.

F. AI Use Statement
OpenAI Codex assisted with manuscript organization, drafting and Chinese-English translation, literature lookup, con-
sistency checks, and LaTeX formatting. The reported experimental values were supplied in the authors’ records. This
assistance did not include running the robot experiments or inspecting the experiment implementation. Responsibility for
the scientific claims and final manuscript rests with the authors.

G. Reproducibility Statement
Section 3 and Algorithm 1 specify the reasoning, verification, and repair interfaces. Section 4.3 and Appendix B define
result aggregation. Appendix A records the training and annotation settings described for this study. Tables 5 and 6 identify
controlled comparisons; published reference scores retain the scope of their original studies.
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